
tptl-dist: A Calculus for Verifying
Real-Time Distributed Systems

Javier Enríquez Mendoza1, Sam Speight2, and Vincent Rahli3

1 University of Birmingham jxe275@student.bham.ac.uk
2 University of Birmingham s.l.speight@bham.ac.uk

3 University of Birmingham V.Rahli@bham.ac.uk

Abstract. We introduce tptl-dist, a temporal logic and labelled se-
quent calculus for specifying and verifying real-time distributed systems,
formalised in Agda to provide machine-checked correctness and tool sup-
port. The logic extends Timed Propositional Temporal Logic (TPTL)
with past operators, freeze quantification, comparisons between time ex-
pressions, domain-specific atoms, and an induction principle on time. We
provide a world-based semantics, develop an interval-annotated calculus,
and establish its soundness w.r.t. the semantics. To demonstrate its ex-
pressiveness, we encode standard distributed system patterns, and we
carry out a mechanized proof of a key real-time property of the Pistis
Byzantine broadcast protocol. Our results show that tptl-dist provides
a uniform, mechanized framework for reasoning about temporal proper-
ties of distributed systems.

Keywords: Temporal Logic, Real-Time, Distributed Systems, Byzan-
tine Reliable Broadcast, Agda

1 Introduction

Modern systems, such as smart factories, power grids, high-speed payment pro-
cessing (e.g., Visa, PayPal), ultra-low-latency 5G networks, and mission-critical
air traffic control, rely on distributed systems. In these settings, correctness de-
pends not only on what actions occur, but when they occur as delays can lead
to failures. While temporal logics such as LTL and CTL provide well established
foundations for reasoning about system behaviour over time, they lack support
for real-time properties. Extensions such as TPTL [1] and Timed CTL [2] incor-
porate clocks and timing constraints, and tools like PRISM [3] and TLA++ [4–6]
support modelling and model checking of real-time and distributed systems [7–
15]. However, existing formalisms differ from our approach in important ways
and face key limitations. (1) Our work leverages a full Agda formalisation, en-
abling machine-checked reasoning and providing a foundation for verified tool
support. (2) Logics like TPTL and Timed CTL cannot express common dis-
tributed system events such as message send/receive or agent correctness, and
it lacks inductive reasoning over time. (3) Tools like PRISM and TLA+ require
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exhaustively exploring all possible states of the system, which is not always fea-
sible. (4) Existing approaches separate clock reasoning from the communication
structure of distributed systems.

To complement the current landscape of approaches, we introduce tptl-dist,
a fully formalised temporal logic and labelled sequent calculus designed specifi-
cally for reasoning about real-time fault-tolerant distributed protocols. The logic
extends TPTL with past operators, freeze quantification, a general comparison
operator on time expressions, and atomic predicates encoding message transmis-
sion, internal events, and agent correctness.

tptl-dist’s rules are annotated with time intervals and the semantics is
given over an abstract world structure equipped with an induction principle
for temporal reasoning. A central goal of tptl-dist is to provide a uniform
framework to state and reason about both temporal and distributed aspects
of a protocol. All definitions, rules, and meta-theoretical results are formalized
in Agda: https://github.com/jaeem006/TPTL-DIST/blob/main/Index2025.lagda. We use
the symbol Ó to link to the formalization.

Contributions Our contributions are as follows, demonstrating that tptl-dist
provides a principled and mechanized foundation for reasoning about real-time
distributed systems:

– tptl-dist a new logic for real-time distributed systems, extending TPTL
with past operators, quantifiers, comparisons on time expressions, and fault-
tolerant distributed system operators.

– A sequent calculus for tptl-dist that supports reasoning with intervals,
which is sound for the intended semantics.

– A general semantic framework based on ordered worlds, enabling a principled
induction rule for unbounded temporal reasoning.

– A mechanization in Agda, covering the logic, calculus and meta-theory.
– A modular design of the Pistis real-time reliable broadcast protocol [16].
– A mechanized proof of Pistis’ timeliness property, showcasing tptl-dist’s

support for real-time constraints, message-passing patterns, and induction.

2 Related Work

Several proof systems have been proposed for LTL-like logics. However, the until
operator is known to pose difficulties due to its dual character of being both uni-
versal and existential. A labeled natural deduction system was proposed in [17]
to treat those difficulties. Simplifying and generalizing that system (see Sec. 3),
we propose a labeled sequent calculus that allows reasoning about TPTL’s tem-
poral operators, in particular until and freeze, in a uniform way.

TPTL The syntax of TPTL is as follows, where U and ⃝ are the usual “until”
and “next” LTL operators; p is an atomic proposition; x is a clock variable; c is

https://github.com/jaeem006/TPTL-DIST/blob/main/Index2025.lagda
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a clock expression; ∼ ∈ {≤, <,=, >,≥} allows comparing a clock variable with
a clock expression; and the freeze formula x ·φ binds the current time to x in φ:

φ ::= p | φ ∧ φ | ¬φ | φUφ | ⃝φ | x ∼ c | x · φ

The eventually and always operators are defined as usual: ♢φ :≡ ⊤Uφ and
□φ :≡ ¬♢¬φ, while the freeze operator allows capturing that φ eventually holds
by time c: x ·♢(x ≤ c∧φ). To understand this, consider TPTL’s semantics over
the discrete notion of time given by N. A formula’s semantics is given in terms of
a mapping ρ from N to states, a point in time i ∈ N, and a variable valuation v,
where a state ρn is a pair of a valuation on atoms σn and a timestamp τn:

ρ, i, v |= p ⇐⇒ p ∈ σi

ρ, i, v |= ¬φ ⇐⇒ ρ, i, v ̸|= φ
ρ, i, v |= x ∼ c ⇐⇒ τi − v(x) ∼ c

ρ, i, v |= φ ∧ ψ ⇐⇒ ρ, i, v |= φ and ρ, i, v |= ψ
ρ, i, v |= ⃝φ ⇐⇒ ρ, i+ 1, v |= φ
ρ, i, v |= x · φ ⇐⇒ ρ, i, v[x 7→ τi] |= φ

ρ, i, v |= φUψ ⇐⇒ ∃j > i.(ρ, j, v |= ψ) ∧ ∀k ∈ [i, j).(ρ, k, v |= φ)

The semantics of “φ eventually holds by time c”, i.e., x ·♢(x ≤ c ∧ φ) w.r.t. ρ, i, v
states that there exists a time τj ≤ τi + c at which φ is true, for some j > i. This
is achieved by “freezing” the current time τi, by mapping x to τi in the variable
valuation v; by jumping to a later time τj thanks to the ♢ operator; and finally
the constraint x ≤ c guarantees that τj ≤ τi + c.

Despite its expressive power, TPTL does not allow formalizing properties
of distributed systems such as those relevant to the Pistis real-time Byzantine-
resilient reliable broadcast protocol [16], lacking the support for reasoning about
agents, messages, communication, etc. tptl-dist is designed to address these
points, as well as TPTL’s lack of support for important time-related reason-
ing mechanisms, such as reasoning about past properties in addition to future
properties, and reasoning inductively over time.

Note that tptl-dist aims to support the specification and verification of
systems that are required to perform critical actions in a timely fashion. As such,
it allows modeling a real or physical, quantitative notion of time, in addition to
a logical, qualitative notion of time [18, 19].

Other approaches with similar motivation, i.e., formally verifying timing
properties of systems, but using different techniques have been proposed in the
literature. We illustrate below how our approach relates and differs.

TLA+: Temporal Logic of Actions The primary distinction with TLA+ lies in its
treatment of time. Our system integrates temporal constructs directly into the
language’s syntax through its freeze and comparison operators. This representa-
tion of time allows for simple and intuitive modeling of temporal conditions. By
contrast, TLA+ relies on temporal operators such as always and eventually to
express time-dependent properties. Although it is feasible to capture a quantita-
tive notion of time in TLA+ using variables that represent time, these variables
are treated as ordinary state variables and are not inherently connected to the
temporal operators. As a result, while providing great flexibility, the burden of
correctly managing time relies on the user explicitly updating those variables,
as opposed to the automated management of time in tptl-dist.
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PRISM: Probabilistic Model Checking PRISM is primarily designed for the verifi-
cation of probabilistic properties. It is based on probabilistic temporal logics such
as PCTL (Probabilistic Computation Tree Logic) [20, 21] and CSL (Continuous
Stochastic Logic) [22, 23]. In addition to including temporal mechanisms that
enable reasoning about time-related properties, PRISM’s core strength lies in its
ability to handle systems characterized by randomness, uncertainty, and nonde-
terminism. tptl-dist complements PRISM’s approach, whose model checking
engine imposes some restrictions on the real-time systems and properties that
can be verified, providing flexibility to the users thanks to its calculus.

Summary TLA+ lets users manage time flexibly through variables, requiring
careful handling, while PRISM takes a more restricted approach to enable effec-
tive model checking. tptl-dist provides primitives that do not require careful
management of variables, while still providing some flexibility when stating time-
related properties, along with a calculus to prove those properties.

3 tptl-dist

We now present tptl-dist, an extension of TPTL + Past [24], with quantifiers, a
more general comparison operator, a “discrete” semantics, and a sequent calculus.

3.1 Syntax

To reason about distributed systems, which are composed of nodes, or agents,
communicating by exchanging messages, we fix some types (T ) to allow quanti-
fying over agents (Agent), sets of agents (Agents), and data (Data), where
Data is used to capture the information exchanged between agents Ó:

T ∈ Type ::= Agent | Agents | Data

Let va range over a set Va of variables of type Agent and ca range over a
set Ca of constants of type Agent; let vA range over a set VA of variables of
type Agents; and let vd range over a set Vd of variables of type Data and cd
range over a set Cd of constants of type Data. Expressions of types Agent Ó,
Agents Ó, and Data Ó are defined as follows:

i, j ∈ Agent ::= va | ca A ∈ Agents ::= vA | [i1, . . . , in] d ∈ Data ::= vd | cd

tptl-dist also includes expressions to capture time constraints, where vt
ranges over a set Vt of time variables, 0 is a constant, capturing an empty amount
of time, and • is a binary operation, intuitively adding two time expressions Ó:

t ∈ TimeExp ::= vt | 0 | t • t

To compare time expressions, we further introduce the following operators Ó:

∼ ∈ Comparison ::= ⊏ | ≡ | ◁

https://github.com/jaeem006/TPTL-DIST/blob/main/Index2025.lagda#L40
https://github.com/jaeem006/TPTL-DIST/blob/main/Index2025.lagda#L43
https://github.com/jaeem006/TPTL-DIST/blob/main/Index2025.lagda#L46
https://github.com/jaeem006/TPTL-DIST/blob/main/Index2025.lagda#L49
https://github.com/jaeem006/TPTL-DIST/blob/main/Index2025.lagda#L52
https://github.com/jaeem006/TPTL-DIST/blob/main/Index2025.lagda#L55
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Intuitively, t1 ⊏ t2 states that t1 is strictly lower than t2, t1 ≡ t2 states that t1
and t2 are equal, and t1 ◁ t2 states that t1 is t2’s immediate predecessor.

To reason about distributed systems, one must reason about the knowledge
acquired by agents over time. The two main approaches are the implicit or
external representation of knowledge, which is externally assigned to agents;
and the explicit representation, where knowledge is explicitly “stored” in states,
allowing agents to compute and act on their knowledge [25]. We take an explicit
approach, introducing a number of atomic expressions that capture knowledge
through the exchange of messages between agents. A distributed atom a is either
a send atom send(i, d, A), stating that agent i sent the data d to the set of
agents A; or a receive atom recv(i, d, j), stating that agent i received the data d
from agent j; or an internal event atom internal(i, d), stating that d happened
at agent i; or a correct atom correct(i), stating that agent i is correct Ó:

ad ∈ DistAtom ::= send(i, d, A) | recv(i, d, j) | internal(i, d) | correct(i)

Furthermore, tptl-dist includes atoms to reason about sets of agents as
follows, where n ∈ N, size(A,n) states that the collection of agents A is of size
n, and i ∈ A states that agent i is in the collection of agents A Ó:

as ∈ SetAtom ::= size(A,n) | i ∈ A

An atom is then either a distributed or a set atom: a ∈ Atom ::= ad | as.
tptl-dist’s syntax includes: (1) propositional connectives; (2) past and fu-

ture LTL operators; (3) a freeze operator along with a comparison operator on
time expressions; (4) quantifiers; (5) atoms to reason about distributed systems.
It is defined as follows, where S and Y are the “since” and “yesterday” past coun-
terparts of U and ⃝, and v is a variable of type T in ∀v : T.φ and ∃v : T.φ Ó:

φ ∈ Formula ::= a | ⊤ | ⊥ | φ ∧ φ | φ ∨ φ | φ→ φ | φUφ | ⃝φ
| φSφ | Yφ | t ∼ t | vt · φ | ∀v : T.φ | ∃v : T.φ

We write ∀v1, . . . , vn : T.φ for ∀v1 : T. . . . ∀vn : T.φ, and similarly for ∃.
Negation is defined as usual: ¬φ :≡ φ→ ⊥. We recall the definitions of eventually
and always (in white) as well as their past counterparts (in black) Ó:

♢φ :≡ ⊤Uφ □φ :≡ ¬♢¬φ ♦φ :≡ ⊤Sφ ■φ :≡ ¬♦¬φ

Thanks to tptl-dist’s general comparison operator t1 ∼ t2, a time-bounded
version of ♢ can be defined more straightforwardly than in TPTL: ♢tφ :≡ vt ·
♢(v′t · v′t ⊑ (vt • t)∧φ), stating that φ happens sometime in the future by time t,
where t1 ⊑ t2 stands for t1 ⊏ t2 ∨ t1 ≡ t2. Similarly, we define a time-bounded
version of the □ operator: □tφ :≡ vt · □(v′t · v′t ⊑ (vt • t) → φ) stating that φ
always holds between now and t. Furthermore, we define the following strict
version of the sometimes before operator ♦ as follows: ◀φ :≡ Y (♦φ), stating
that φ happened sometimes in the past, but not now Ó.

https://github.com/jaeem006/TPTL-DIST/blob/main/Index2025.lagda#L58
https://github.com/jaeem006/TPTL-DIST/blob/main/Index2025.lagda#L61
https://github.com/jaeem006/TPTL-DIST/blob/main/Index2025.lagda#L64
https://github.com/jaeem006/TPTL-DIST/blob/main/Index2025.lagda#L67
https://github.com/jaeem006/TPTL-DIST/blob/main/Index2025.lagda#L75
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Fig. 1. Forwarding example

3.2 Forwarding Example

We now illustrate aspects of the language using a simple forwarding example,
demonstrating how to capture message passing patterns in distributed systems,
where agents exchange information by sending/receiving messages (see Appx. A
for further examples). In this example, messages are relayed between agents of
a synchronous system. Sec. 3.6 then proves a property of this system in detail,
illustrating the use of tptl-dist’s rules presented in Sec. 3.5.

As illustrated in Fig. 1, in this example, an agent i sends a message d at
time t to another agent j, which then forwards d to all other agents. We are
then guaranteed that any agent would have received that message by time t+2T
assuming that the maximum transmission delay between agents is T .

All agents are assumed to be correct and communication is assumed to be syn-
chronous, ensuring that all sent messages are received within a time interval T ,
captured by the following formula stating that if an agent sends a message d at
time t to a collection of agents, those agents will receive d by time t+ T Ó:

∀i, j : Agent.∀d : Data.∀A : Agents.
□(send(i, d, A) → ♢T (j ∈ A→ recv(j, d, i)))

(1)

Additionally, we assume that agents immediately forward the information they
receive to all other agents, captured by the following formula stating that when-
ever j receives a message it immediately sends it to k, and this for any k Ó:

∀i, j, k : Agent.∀d : Data.□(recv(j, d, i) → send(j, d, [k])) (2)

As shown in Sec. 3.6, using tptl-dist’s calculus presented below, one can then
derive the following formula from the above assumptions, stating that if an
agent i sends a message d to some agent j, then any agent k will also receive d
before 2T (where 2T is simply T • T ) Ó:

∀i, j, k : Agent.∀d : Data.□(send(i, d, [j]) → ♢2T recv(k, d, j)) (3)

3.3 Semantics

We now adapt and extend TPTL’s semantics to our calculus, in particular to
account for domain-specific atoms and a more general comparison operator be-
tween time expressions. Formulas are interpreted w.r.t. a collection of worlds,

https://github.com/jaeem006/TPTL-DIST/blob/main/Index2025.lagda#L138
https://github.com/jaeem006/TPTL-DIST/blob/main/Index2025.lagda#L141
https://github.com/jaeem006/TPTL-DIST/blob/main/Index2025.lagda#L144
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·-sym ∀w1, w2 : W.w1 · w2 = w2 · w1

·-assoc ∀w1, w2, w3 : W.w1 · (w2 · w3) = (w1 · w2) · w3

⪯-trans ∀w1, w2, w3 : W.w1 ⪯ w2 → w2 ⪯ w3 → w1 ⪯ w3

·-unit ∀w : W.0 · w = w
⪯-refl ∀w : W.w ⪯ w
0-initial ∀w : W.0 ⪯ w
monotonicity ∀w1, w2, w3, w4 : W.w1 ⪯ w2 → w3 ⪯ w4 → w1 · w3 ⪯ w2 · w4

sub ∀w1, w2 : W.w1 2 w2 → w1 ⪯ w2

right-density ∀w1, w2 : W.w1 ⪯ w2 → w1 = w2 ∨ ∃w : W.w1 ⪯ w ∧ w 2 w2

left-density ∀w1, w2 : W.w1 ⪯ w2 → w1 = w2 ∨ ∃w : W.w1 2 w ∧ w ⪯ w2

conditional-totality ∀w1, w2, w : W.w1 ⪯ w → w2 ⪯ w → w1 ⪯ w2 ∨ w2 ⪯ w1

induction ∀P : W → Set.
(∀w : W.(∀u, v : W.u ⪯ v → v 2 w → P (u)) → P (w)) →
∀w : W.P (w)

Fig. 2. World axioms

which provides meaning to time expressions. The set of worlds W includes a
constant 0 and a binary operation · (the semantic counterparts of the time ex-
pressions in TimeExp) and is equipped with two relations ⪯ and 2 (the semantic
counterparts of the relations in Comparison) satisfying the axioms in Fig. 2 Ó.

The axioms ·-sym, ·-assoc, ·-unit , ⪯-refl , ⪯-trans, monotonicity and 0-initial
make W into a positively ordered (commutative) monoid [26] (though note that
we do not require antisymmetry). Ordered commutative monoids have been ex-
hibited as the mathematical structures of resource combination and convertibil-
ity [27]. Later, we will interpret time expressions as worlds, and, as such, may
think of time as a resource.

We think of 2 as capturing immediate predecessor in the ⪯ relation; hence
the sub axiom simply expresses that the former is a subrelation of the latter.
Axiom right-density is used, in particular, along with the induction axiom, to
derive the induction rule presented in Sec. 3.5, which is key to proving our main
application in Lem. 2. Axiom conditional-totality , in the presence of ⪯-refl and
monotonicity , is equivalent to totality, by setting w = w1 · w2.

The right-density and left-density axioms are in particular used to prove the
left-to-right and right-to-left implications of (♦(Yφ)) ↔ (Y (♦φ)), respectively.
Interestingly, only the former was necessary in Sec. 4.2.

Following [25, 28–30], formulas are interpreted w.r.t. a model, which is a
tuple of the form ⟨r, π, w,V⟩ consisting of (1) a run r, (2) an interpretation
function π, which assigns meaning to atomic formulas, (3) a world w ∈ W,
and (4) a variable valuation V assigning meaning to free variables. A run r
is a function in W → Global, where Global is a global state, ie., an element of
List(ClosedAtom), where ClosedAtom is the type of closed atoms (closed elements
of Atom). An interpretation is a function in Global → ClosedAtom → Set, which
checks whether a given atom is true in a given global state. A variable valuation
is a function in (Va → Ca)∪ (VA → List(Ca))∪ (Vd → Cd)∪ (Vt → W). We write

https://github.com/jaeem006/TPTL-DIST/blob/main/Index2025.lagda#L91
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J_K : Type → Set

JAgentK :≡ Ca

JAgentsK :≡ List(Ca)
JDataK :≡ Cd

J_KV : TimeExp → W
JvtKV :≡ V(vt)
J0KV :≡ 0

Jt1 • t2KV :≡ Jt1KV · Jt2KV

J_K : Comparison → W → W → Set

J⊏K :≡ ≺
J≡K :≡ =
J◁K :≡ 2

J_KV : Agents → List(Ca)

JvAKV :≡ V(vA)
J[i1, . . . , in]KV :≡ [Ji1KV , . . . , JinKV ]

J_KV : Agent → Ca

JvaKV :≡ V(va)
JcaKV :≡ ca

J_KV : Data → Cd

JvdKV :≡ V(vd)
JcdKV :≡ cd

J_KV : DistAtom → ClosedAtom

Jsend(i, d, A)KV :≡ send(JiKV , JdKV , JAKV)
Jrecv(i, d, j)KV :≡ recv(JiKV , JdKV , JjKV)
Jinternal(i, d)KV :≡ internal(JiKV , JdKV)
Jcorrect(i)KV :≡ correct(JiKV)

Fig. 3. Semantics of types, time expressions, comparison operators, agents, collections
of agents, data, and distributed atoms

V(X1, . . . , Xn) to indicate that V is a variable valuation with domain including
the free variables of the syntactic expressions X1 to Xn. We also write w1 ≺ w2

for ∃w : W.w1 2 w ∧ w ⪯ w2.
Fig. 3 Ó introduces the semantics of time expressions JtKV ∈ W, types JT K ∈

Set, atoms JaKV ∈ ClosedAtom, agents JiKV ∈ Ca, collections of agents JAKV ∈
List(Ca), data JdKV ∈ Cd, and comparison operators J∼K ∈ W → W → Set, while
Fig. 4 Ó defines the semantics of formulas. In particular, the semantics of an
atom ad, checks that the interpretation JadKV is in the global state returned by r
at world w.

3.4 Sequents and Rules

Some proof systems have been proposed for LTL-like logics [31, 32]. However,
the until operator is known to pose difficulties [33]. A labeled natural deduction
system was proposed in [17] to circumvent those difficulties, following a long line
of work on labeled deduction systems [34–37]. Simplifying and generalizing that
system, we propose a labeled sequent calculus that allows reasoning about until
and timing properties using the same machinery.

A sequent is of the form Γ ⊢ φa, where Γ is a list of hypotheses, φ is a
formula, and a is a time annotation. Time annotations are as follows, where �
indicates no annotation, meaning the formula is time-irrelevant Ó:

a ::= � | t | [t1, t2] | [t1, t2) | (t1, t2] | (t1, t2)

Such a sequent states that φ holds at time a in the context Γ . An hypothesis
is of the form φa. We write φ for the annotated formula φ�. Similar to [17],
tptl-dist relies on intervals to capture the meaning of U. The formula φUψ

https://github.com/jaeem006/TPTL-DIST/blob/main/Index2025.lagda#L94
https://github.com/jaeem006/TPTL-DIST/blob/main/Index2025.lagda#L127
https://github.com/jaeem006/TPTL-DIST/blob/main/Index2025.lagda#L161
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r, π, w,V |= ad ⇐⇒ π(r(w))(JadKV)
r, π, w,V |= i ∈ A ⇐⇒ JiKV ∈ JAKV
r, π, w,V |= size(A,n) ⇐⇒ |JAKV | = n
r, π, w,V |= ⊤ ⇐⇒ True
r, π, w,V |= ⊥ ⇐⇒ False
r, π, w,V |= ¬φ ⇐⇒ ¬(r, π, w,V |= φ)
r, π, w,V |= φ ∧ ψ ⇐⇒ r, π, w,V |= φ and r, π, w,V |= ψ
r, π, w,V |= φ ∨ ψ ⇐⇒ r, π, w,V |= φ or r, π, w,V |= ψ
r, π, w,V |= φ→ ψ ⇐⇒ r, π, w,V |= φ implies r, π, w,V |= ψ
r, π, w,V |= ∀v : T.φ ⇐⇒ r, π, w,V[v 7→ z] |= φ for all z ∈ JT K
r, π, w,V |= ∃v : T.φ ⇐⇒ r, π, w,V[v 7→ z] |= φ for some z ∈ JT K
r, π, w,V |= t1 ∼ t2 ⇐⇒ Jt1KV J∼K Jt2KV
r, π, w,V |= vt · φ ⇐⇒ r, π, w,V[vt 7→ w] |= φ
r, π, w,V |= φUψ ⇐⇒ ∃w′ ≻ w.(r, π, w′,V |= ψ)∧

∀w′′.w ⪯ w′′ ≺ w′ → (r, π, w′′,V |= φ)
r, π, w,V |= ⃝φ ⇐⇒ ∃w′ 3 w.r, π, w′,V |= φ
r, π, w,V |= φSψ ⇐⇒ ∃w′ ≺ w.(r, π, w′,V |= ψ)∧

∀w′′.w′ ≺ w′′ ⪯ w → (r, π, w′′,V |= φ)
r, π, w,V |= Yφ ⇐⇒ ∃w′ 2 w.r, π, w′,V |= φ

Fig. 4. Semantics of formulas

is true at some time t whenever there exists a later time t′ such that φ is true
in the interval [t, t′) and ψ is true at t′.

As explained below, some rules are only valid when formulas are annotated
with non-empty annotations. A non-empty annotation is either of the form �,
or t, or an interval as long as it is non-empty, e.g., of the form [t1, t2] if t1 ⪯ t2.
Therefore, to state such rules, tptl-dist also features sequents of the form
Γ ⊢ a, stating that a is a non-empty annotation in the context Γ .

The semantics of annotated formulas is defined as follows Ó:

r, π,V |= φ� ⇐⇒ r, π, 0,V |= φ r, π,V |= φt ⇐⇒ r, π, JtKV ,V |= φ

r, π,V |= φ[t1,t2] ⇐⇒ ∀w.Jt1KV ⪯ w ⪯ Jt2KV → r, π, w,V |= φ
and similarly for the other intervals

The semantics of (1) a list of hypotheses Γ of the form h1, . . . , hn, (2) a sequent S
of the form Γ ⊢ φa, and (3) a rule R with premises S1, . . . , Sn and conclusion S,
are defined as follows Ó:

r, π,V |= Γ ⇐⇒ ∀i ∈ [1, n].r, π,V |= hi
r, π |= S ⇐⇒ ∀V(Γ, a, φ). r, π,V |= Γ → r, π,V |= φa

r, π |= R ⇐⇒ r, π |= S1 → · · · → r, π |= Sn → r, π |= S

A rule R is valid iff r, π |= R for all runs r and interpretations π. As further
discussed in Sec. 5, the above semantics is formalized in Agda, and we have
proved that tptl-dist’s rules presented below are valid.

3.5 Sequent Calculus

We now present an exert of tptl-dist’s rules. See Appx. B for the full list.

https://github.com/jaeem006/TPTL-DIST/blob/main/Index2025.lagda#L164
https://github.com/jaeem006/TPTL-DIST/blob/main/Index2025.lagda#L167
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Propositional Logic Rules The propositional logic rules are all standard Ó:

Γ,∆ ⊢ a1

Γ,⊥a1 ,∆ ⊢ φa ⊥L
Γ ⊢ φa Γ ⊢ ψa

Γ ⊢ φ ∧ ψa ∧R
Γ, φa, ψa,∆ ⊢ δa1
Γ, φ ∧ ψa,∆ ⊢ δa1

∧L

Γ ⊢ φa

Γ ⊢ φ ∨ ψa ∨R1
Γ ⊢ ψa

Γ ⊢ φ ∨ ψa ∨R2
Γ, φt,∆ ⊢ δa Γ, ψt,∆ ⊢ δa

Γ, φ ∨ ψt,∆ ⊢ δa
∨L

Γ, φt ⊢ ψt

Γ ⊢ φ→ ψt
→R

Γ,∆ ⊢ φt Γ, ψt,∆ ⊢ δa

Γ, φ→ ψt,∆ ⊢ δa
→L

Γ, φa ⊢ φa var

Note that the disjunction in the ∨L rule cannot be annotated with an interval,
since the semantics of intervals is a ∀, and ∀ does not distribute over ∨. Similarly,
→R cannot be annotated with intervals either.

Non Empty Annotations Another issue arises with ⊥L, which would not hold
without the premise Γ,∆ ⊢ a1. For example, the instance ⊥a1 ⊢ ⊥� is semanti-
cally false when a1 is an empty interval because ⊥a1 is vacuously true. tptl-dist
features the following rules to prove that annotations are non-empty Ó:

Γ ⊢ t1 ⊑ t2

Γ ⊢ [t1, t2]

Γ ⊢ t1 ⊏ t2
Γ ⊢ [t1, t2)

Γ ⊢ t1 ⊏ t2
Γ ⊢ (t1, t2]

Γ ⊢ t1 ⊏ t Γ ⊢ t ⊏ t2
Γ ⊢ (t1, t2)

Γ ⊢ t Γ ⊢ �

Temporal Logic Rules We now present the temporal rules, which illustrate key
aspects of our calculus, where vt is a “fresh” variable Ó:

Γ ⊢ t ◁ t1 Γ ⊢ φt1

Γ ⊢ ⃝φt
⃝R

Γ ⊢ t ⊑ t1 Γ ⊢ ψt1 Γ ⊢ φ[t,t1)

Γ ⊢ φUψt
UR

Γ, t ◁ vt, φ
vt ,∆ ⊢ δa

Γ,⃝φt,∆ ⊢ δa
⃝L

Γ, t ⊑ vt, ψ
vt , φ[t,vt),∆ ⊢ δa

Γ, φUψt,∆ ⊢ δa
UL

The UR rule states that for φUψ to be true at time t, there must exist a time t1
greater than t at which ψ holds, and φ holds between t and t1. The UL rule
states that if φUψ is true at time t then there must be a time vt (a variable)
greater than t at which ψ holds, and φ must be true between t and vt.

Timed Rules The rules for the comparison and freeze operators are as follows (we
only show some of the comparison rules, as they reflect the axioms in Fig. 2) Ó:

Γ, φ[vt\t]t,∆ ⊢ ψa

Γ, vt · φt,∆ ⊢ ψa
·L

Γ ⊢ φ[vt\t]t

Γ ⊢ vt · φt
·R

Γ ⊢ t1 • t2 ≡ t2 • ta1
•sym

Γ, t1 ⊑ t2,∆ ⊢ t1 ⊑ ta2
var⊑

Note that the annotation on the hypothesis t1 ⊑ t2 of the var⊑ rule could be
any annotation except an empty interval, unless a is also an empty interval.

https://github.com/jaeem006/TPTL-DIST/blob/main/Index2025.lagda#L176
https://github.com/jaeem006/TPTL-DIST/blob/main/Index2025.lagda#L197
https://github.com/jaeem006/TPTL-DIST/blob/main/Index2025.lagda#L212
https://github.com/jaeem006/TPTL-DIST/blob/main/Index2025.lagda#L221
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Furthermore, tptl-dist’s ()L, [)L, (]L, []L, ()R, [)R, (]R, and []R rules allow
instantiating intervals, such as the following ones, where vt is a fresh variable Ó:

Γ, φt,∆ ⊢ ψa Γ,∆ ⊢ t1 ⊑ t Γ,∆ ⊢ t ⊑ t2

Γ, φ[t1,t2],∆ ⊢ ψa
[]L

Γ, t1 ⊑ vt, vt ⊑ t2 ⊢ ϕvt

Γ ⊢ ϕ[t1,t2]
[]R

Γ, φt,∆ ⊢ ψa Γ,∆ ⊢ t1 ⊑ t Γ,∆ ⊢ t ⊏ t2

Γ, φ[t1,t2),∆ ⊢ ψa
[)L

Γ, t1 ⊑ vt, vt ⊏ t2 ⊢ ϕvt

Γ ⊢ ϕ[t1,t2)
[)R

Induction Furthermore, assuming that worlds satisfy the induction axiom in
Fig. 2, the following rule holds, assuming that vt does not occur free in Γ Ó:

Γ, vt · φ[0,vt) ⊢ φvt

Γ ⊢ φvt
ind

Note the use of the freeze operator in the induction hypothesis (IH) vt ·φ[0,vt).
It is necessary because not only is vt the time at which φ is stated to hold, but vt
can also occur free in φ. If the IH were φ[0,vt) (without the freeze operator), then
we would be assuming that for any time t in [0, vt), the formula φ holds at t,
but where the variable vt in φ is still vt. However, we want the variable vt to
be t too, which the freeze opeator achieves by binding vt’s occurences in φ.

Another naive attempt at stating this induction hypothesis is Y (■vt · φ)vt .
However, this fails in capturing the induction hypothesis because Y requires the
existence of a world preceding vt, which might not exist. To state the induction
hypothesis in that fashion, tptl-dist would need to include an alternative Y
operator, say Y?, with semantics ∀w′ 2 w.(r, π, w′,V |= φ). We instead rely on
tptl-dist’s intervals as shown above. Finally, the hypothesis would have to be
Y? (■vt · φ)vt and not vt ·Y (■φ)vt , which has a different semantics.

Classical Rules tptl-dist features a lem rule to make classical reasoning explicit
without multiple conclusions Ó:

Γ ⊢ φ ∨ ¬φa lem

Derived Rules Using the above rules, in particular UR and UL, right and left
rules can be derived for □ and ♢, and their past, bounded, and strict versions.
These rules will in particular be critical in proving properties of real-time systems
as illustrated with a simple example in Sec.3.6. In all the rules below, vt stands
for a “fresh” variable. For example, the following rules hold for □, the bounded
version of ♢, and ◀ Ó:

Γ, t ⊑ vt ⊢ φvt

Γ ⊢ □φt
□R

Γ, φt2 ,∆ ⊢ ψt Γ,∆ ⊢ t1 ⊑ t2

Γ,□φt1 ,∆ ⊢ ψt
□L

Γ ⊢ φt1 Γ ⊢ t1 ⊏ t

Γ ⊢ ◀φt
◀R

Γ ⊢ φt1 Γ ⊢ t ⊑ t1 Γ ⊢ t1 ⊑ t0 • t
Γ ⊢ ♢t0φ

t
♢_R

Γ, φvt , vt ⊏ t1,∆ ⊢ ψt

Γ,◀φt1 ,∆ ⊢ ψt
◀L

Γ, φvt , t1 ⊑ vt, vt ⊑ t0 • t1,∆ ⊢ ψt

Γ,♢t0φ
t1 ,∆ ⊢ ψt

♢_L

https://github.com/jaeem006/TPTL-DIST/blob/main/Index2025.lagda#L230
https://github.com/jaeem006/TPTL-DIST/blob/main/Index2025.lagda#L233
https://github.com/jaeem006/TPTL-DIST/blob/main/Index2025.lagda#L236
https://github.com/jaeem006/TPTL-DIST/blob/main/Index2025.lagda#L239
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Soundness

Theorem 1. tptl-dist is sound w.r.t. the semantics presented in Sec. 3.3 and
Sec. 3.4, i.e., all the rules presented above are valid.

3.6 Example

Sec. 3.2 introduced a simple forwarding example, where agents forward the mes-
sages they receive in a synchronous network, guaranteeing that any message sent
to a single agent is received by all agents by some time bound. As sketched be-
low, tptl-dist allows proving the following property (see Sec. C for full details):

Lemma 1. This following holds in all models Ó: (Eq. 1)t, (Eq. 2)t ⊢ Eq. 3t.

Proof. Assume (Eq. 1)t and (Eq. 2)t, agents a, b, and c, and data d, and
prove that □(send(a, d, [b]) → ♢2T recv(c, d, b)) holds at t. By □R, it is enough
to prove that ♢2T recv(c, d, b) holds at some time vt, assuming t ⊑ vt and
send(a, d, [b])vt . In particular, from send(a, d, [b])vt and (Eq. 1)t, using □L, we
get to further assume that ♢T (b ∈ [b] → recv(b, d, a))vt . Now by ♢_L, we
can refine this assumption to recv(b, d, a)v

′
t for some v′t such that vt ⊑ v′t and

v′t ⊑ T • vt. From recv(b, d, a)v
′
t and (Eq. 2)t, using □L, we get to further as-

sume send(b, d, [c])v
′
t . Once again, using (Eq. 1)t and □L on that hypothesis. we

get to assume ♢T (c ∈ [c] → recv(c, d, b))v
′
t , and using ♢_L, we can refine this

assumption to recv(c, d, b)v
′′
t for some v′′t such that v′t ⊑ v′′t and v′′t ⊑ T • v′t.

Finally, we conclude using ♢_R, from the fact that vt ⊑ v′′t and v′′t ⊑ 2T •vt.

4 Real-Time Distributed Systems

4.1 The Pistis Real-Time Reliable Broadcast Protocol

Our main use case is the Pistis real-time Byzantine-resilient reliable broadcast
protocol [16]. A broadcast protocol allows messages sent by (correct) nodes in a
distributed system to be eventually received (or delivered) by the other (correct)
nodes when the network conditions are “good enough”. We are in particular
interested here in scenarios where nodes can be faulty, where faults can range
from benign crashes to more critical adversarial attacks. This fault model is
called the Byzantine fault model [38, Sec.2.2.6], in which faulty nodes behave
arbitrarily. We further assume that nodes can be authenticated, usually achieved
through digital signatures. All messages are signed by their senders, meaning
that correct nodes cannot be impersonated. Many Byzantine-resilient broadcast
protocols exist, providing different properties. In particular, Byzantine consistent
broadcast [38, Sec.3.10], guarantees that if a correct node broadcasts a message
then that message will be delivered by all other correct nodes. This however does
not cover the scenario where the broadcasting node is faulty, in which case only
some of the other correct nodes might deliver the message. Byzantine reliable

https://github.com/jaeem006/TPTL-DIST/blob/main/Index2025.lagda#L252
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Fig. 5. Pistis: high-level overview (left) & pulling mechanism (right)

broadcast [38, Sec.3.11] further guarantees that a correct node delivers a message
iff all correct nodes deliver that message. More precisely, the guarantees provided
by a Byzantine reliable broadcast protocol are: Validity, i.e., if a correct node
broadcasts a message, then every correct node eventually delivers that message;
No duplication, i.e., every correct node delivers at most one message; Integrity,
i.e., if a correct node delivers a message with correct sender i, then that message
was broadcast by i; Consistency, i.e., if two correct nodes i and j deliver a
message, then those messages are the same; and Totality, i.e., if a correct node
delivers a message then every correct node eventually delivers a message.

Many Byzantine reliable broadcast algorithms have been developed, such as
Bracha’s algorithm [39], which requires 3f+1 nodes to tolerate up to f Byzantine
faults, and makes use of two message transmission phases (often called echo and
ready) to guarantee the above properties. More recently, algorithms have been
designed that further guarantee a timeliness property [16, 40]. For example,
Pistis [16] builds on top of Bracha’s algorithm, and further satisfies Timeliness,
i.e., there exists a known bound ∆ such that if a correct node broadcasts a
message m at real-time t, then no correct nodes delivers m after t+∆.

Pistis achieves timeliness thanks to a proof-of-connectivity (PoC) mechanism
that requires nodes to become passive when not receiving messages in a timely
manner and are therefore likely to deliver messages late. Timeliness would be eas-
ily achievable in a synchronous network where message transmission is bounded,
and the bound, here called d, is known to the nodes. Instead, [16] assumes a more
realistic probabilistic synchronous network, where messages can arrive after the
bound d with low probability. Pistis would still satisfy the above properties in
a completely asynchronous network where message transmission is unbounded.
However, frequent delays beyond d would result in the PoC mechanism making
too many nodes become passive, resulting in a system shutdown. Probabilistic
synchrony, on the other hand, guarantees that system shutdowns are unlikely.

Fig. 5 illustrates the Pistis protocol with 4 nodes, i.e., at most 1 faulty node.
Node i broadcasts a message by sending an echo message to all other nodes,
which reply by sending their own echo messages to all other nodes. Nodes that
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receive 2f+1 echo messages,4 including their own, (or a ready message) proceed
by sending a ready message to all other nodes. Any node that has not received
2f+1 echo messages (or one ready message) T units of time after it has sent its
echo message becomes passive. Similarly, any node that has not received 2f+1
ready messages 2T units of time after it has sent its ready message becomes
passive. We expand on those T and 2T bounds below.

We now introduce Pistis in more detail, describing its main functionalities
in terms of pushing and pulling messages, leading to a discussion on how it
achieves timeliness, while Sec. 4.2 illustrates how to verify real-time properties of
distributed systems using tptl-dist by proving a property crucial for timeliness.

Pushing A node that sends a message at time t without receiving 2f+1 replies
by t+T , becomes passive. Here, T is a multiple of d, the maximum transmission
delay, picked by the system administrator depending on the quality of the net-
work. Assuming synchrony, it would be guaranteed that all messages sent at t are
received by correct nodes by t+d. However, assuming probabilistic synchrony, we
can only derive the weaker “quorum” synchrony assumption guaranteeing that
if a correct node sends a message at time t, then a “quorum” of 2f+1 nodes are
known to have received it by time t+T . This property can be stated as follows,
where a “Quorum” is a set of 2f+1 nodes, f+1 of which are therefore correct Ó:

∀p : Node. correct(p) → ∀m : Msg.∀t : Time. p sends m at t→
∃Q : Quorum.∀q ∈ Q.

p receives the acknowledgment within [t, t+ T ] that q received m
(4)

Pulling To guarantee timeliness despite messages arriving late, nodes implement
the above PoC mechanism, which sends heartbeat messages every d units of time
to probe the rest of the system and fetch (or pull) broadcast messages. A node
that does not receive enough replies to its heartbeats becomes passive, as it
risks delivering late. Heartbeats are tagged with unique identifiers, and given
a heartbeat sent by node i, tagged with identifier k, denoted HB(k) in Fig. 5,
and sent at time t, 2f+1 replies to HB(k) are expected by t+T for i to stay
active and therefore correct. PoC guarantees that if a quorum of nodes sends a
message within [t, t+T ], then all correct nodes will receive that message within
[t+T, t+2T ], thereby preventing nodes from staying active while not delivering:

∀m : Msg.∀t : Time.∀Q : Quorum.(∀q ∈ Q. q sends m within [t, t+T ]) →
∀p : Node. correct(p) → p receives m within [t+T, t+2T ]

(5)

A simple way to guarantee Eq. 5 is for nodes to reply to heartbeats with the
messages they have sent during the last 2T time interval. A 2T interval is nec-
essary because a node (i1 in Fig. 5) in Q sending m at t (one end of the [t, t+T ]
interval) piggybacks m to its replies to heartbeats during the interval [t, t+2T ],
while a node (i3 in Fig. 5) sending m at t+T (the other end of the [t, t+T ] inter-
val) piggybacks m during the interval [t+T, t+3T ], thereby intersecting on the
4 Since there are 3f+1 nodes, f of which might be faulty, nodes can only expect to receive

messages from 2f+1 nodes.

https://github.com/jaeem006/TPTL-DIST/blob/main/Index2025.lagda#L277
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bounded delivery: □∀i : Agent.∀d : Data.correct(i) → internal(i, d) →
∃B : Agents.size(B, 2f+1)∧

♢T♦∀j : Agent.j ∈ B → correct(j) → ♢T internal(j, d)
unbounded delivery: □∀i : Agent.∀d : Data.correct(i) → internal(i, d) →

∃B : Agents.size(B, 2f+1)∧
∀j : Agent.j ∈ B → correct(j) → ♢T♦internal(j, d)

stay faulty: ∀i : Agent.□(correct(i) → ■correct(i))

Fig. 6. Bounded and unbounded delivery in tptl-dist

interval [t+T, t+2T ]. As Fig. 5 illustrates, these two mechanisms (sending and
replying to heartbeats) guarantee that, during the [t+T, t+2T ] interval, correct
(non-passive) nodes (i in Fig. 5) obtain messages sent by quorums of nodes. This
holds because one correct node (i2 in Fig. 5) is necessarily at the intersection of
the 2f+1 nodes sending replies to HB(k) and the 2f+1 nodes piggybacking m.

Properties The above components guarantee timeliness, since by prop. 4, if p is
correct and broadcasts a message m at time t, then by time td ≤ t+T , it receives
the acknowledgments that m was received by 2f+1 nodes. It can then start de-
livering and sending corresponding ready messages. Again by prop. 4, by time
td+T , p receives the acknowledgment that this ready message was received by
2f+1 nodes. We then prove by induction on time td, that there is a collection B
of 2f+1 nodes such that all correct nodes in B started delivering m (and send-
ing corresponding ready messages) during some interval [td′ , td′+T ] some time
prior to td+T . Therefore, their PoC components will piggyback those ready mes-
sages to heartbeats (ie., to pull requests) during the interval [td′+T, td′+2T ]. By
prop. 5, all correct nodes receive m during that interval.

Therefore, a key point in this proof is that, as captured by bounded delivery
in Fig. 6 Ó, if a correct node delivers at time t, then there exists a collection B
of 2f+1 nodes such that some time t′ prior to t+T , all correct nodes in B have
delivered by t′+T . This follows from the fact that, as captured by the unbounded
delivery tptl-dist formula in Fig. 6, if a correct node delivers at time t, then
there exists a collection of 2f+1 nodes that have delivered some time prior to
t+T , a consequence of prop. 4. Sec. 4.2 shows that unbounded delivery implies
bounded delivery, assuming that faulty nodes cannot become correct.

4.2 Proof of Bounded Delivery

We now show how to prove that bounded delivery follows from unbounded delivery
(see Fig. 6), which is key in proving Pistis’ timeliness property.

Lemma 2. The following sequent holds in all models Ó:

unbounded delivery0, stay faulty0 ⊢ bounded delivery0

https://github.com/jaeem006/TPTL-DIST/blob/main/Index2025.lagda#L280
https://github.com/jaeem006/TPTL-DIST/blob/main/Index2025.lagda#L289
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Proof. Using □R, we have to prove unbounded delivery ⊢ Cvt , where vt is a
fresh variable, and C is the formula under the □ in bounded delivery. Using the
induction rule from Sec. 3.5, we obtain the additional assumption vt · C [0,vt).

We then assume some correct agent i and piece of data d that “happened”
at i at time vt, and have to exhibit a quorum of agents B, such that at some
time t before T • vt, d “happened” at all correct agents in B by time T • t (as
stated by bounded delivery). Instantiating unbounded delivery to vt using □L,
we know that there exists a quorum of agents B, such that d “happened” at all
correct agents in B prior to T • vt. Using the classical lem rule, we go by cases
on whether ♢T♦∀j : Agent.j ∈ B → correct(j) → ♢T internal(j, d) holds
at time vt, concluding directly if it does.

Let us now assume that the above formula does not hold. Using classical rea-
soning, we derive that □T■∃j : Agent.j ∈ B∧correct(j)∧□T¬internal(j, d)
holds at vt. Instantiating both □_ and ■ with the current time vt, we get a
correct agent j in B such that □T¬internal(j, d) holds at vt (note that the
assumption that j is correct is at vt). From unbounded delivery, we also get that
♢T♦internal(j, d) holds at vt. It then follows that ◀internal(j, d) holds at vt
too. Using ◀L, it follows that internal(j, d) holds at v′t ⊏ vt.

Using [)L, we instantiate the induction hypothesis with v′t, j, and d, and ob-
tain a quorum of agents B′ such that ♢T♦∀j : Agent.j ∈ B′ → correct(j) →
♢T internal(j, d) holds at v′t (we then have to prove that j is correct at v′t ⊏ vt,
which holds thanks to stay faulty). We conclude by instantiating the conclusion
with B′, and by showing that if ♢t♦A holds at t1 ⊑ t2 then it also holds at t2

5 Conclusion

We have introduced tptl-dist, a calculus for verifying time-related properties
of fault-tolerant distributed systems, extending TPTL + Past with quantifiers
and a general comparison operator, featuring a sequent calculus that relies on
intervals to precisely capture timing constraints. tptl-dist allows formalizing
and verifying non-trivial properties of fault-tolerant algorithms, including one of
Pistis’ key properties. We now plan on exploring a few directions.

Based on tptl-dist, we plan on designing a type system tailored to the
unique demands of distributed systems, that would not only allow modeling
their properties, but also allow reasoning about running code.

Another direction is to build on the architecture of PRISM to adapt exist-
ing model checkers and automated verification techniques to tptl-dist. While
subsets of tptl-dist could be model checked by PRISM, those techniques will
need to be adapted to handle tptl-dist’s freeze and distributed operators.

Finally, all the results discussed above have been formalized in Agda. In
particular, we have proved that the rules in Sec. 3.5 are valid according to tptl-
dist’s semantics. Using those proofs, we have started building a verified proof
checker for tptl-dist in Agda, which opens the door to further automation. In
addition, we proved that a large subset of tptl-dist has a decidable semantics,
which we will integrate in a formally verified automated proof engine.
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A Further Examples

In addition to the forwarding (FW) example provided in Sec. 3.2, we further
illustrate here aspects of tptl-dist through two other simple examples: leader
election in a ring (LER) in Sec. A.1, and Byzantine consistent broadcast (BCB)
in Sec. A.2. All three examples illustrate how to capture message passing patterns
in distributed systems, where agents exchange information by sending/receiving
messages. Furthermore, while the LER and BCB examples involve a logical,
qualitative notion of time, the FW example involves a physical, quantitative
notion of time thanks to formulas of the form ♢tφ. Finally, the LER example
involves a typical inductively proven property, while BCB involves some typical
pattern, where agents can only make progress when they have received enough
messages from the other agents in the system.

A.1 Leader Election in a Ring

The leader election in a ring problem involves selecting a single leader from a
group of agents organized in a ring. Each agent has a unique identifier (id), and

https://academic.oup.com/logcom/article-pdf/19/6/1245/2805892/exp022.pdf
https://academic.oup.com/logcom/article-pdf/19/6/1245/2805892/exp022.pdf
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Fig. 7. Leader Election in a Ring

the goal is to elect the agent with the highest id. Agents do not have knowledge of
the entire ring, and messages can only be passed to the adjacent node according
to a fixed (e.g., clockwise) direction. Leader election is crucial for coordination
in distributed systems, such as for database replication or time synchronization.

A key property that the algorithm must fulfill is liveness, which guarantees
that all agents eventually receive the outcome of the election, i.e., the identity
of the leader:

∀a : Agent.∃b, c : Agent.@0♢recv(a, Elected(c), b) (6)

The @ operator is used to state that a formula is true at a specific point in
time: @tφ :≡ x · φ ∧ x ≡ t. Both Propose(a) and Elected(a) are pieces of data
capturing the fact that a was proposed to be the leader, and elected to be the
leader, respectively.

We now present a formalization of the classical ring election algorithm [41, 42]
in tptl-dist. We assume no failures, a synchronous system, a binary predicate
> on agents, where a > b captures the fact that a has a higher identifier than b,
and a function nhbr : Agent → Agent returning the neighbour of each agent
in the ring.

Initialization : Each agent a suggests itself as the leader, sending its id in
a proposal to its neighbour (See Fig. 7):

∀a : Agent.@0send(a, Propose(a), {nhbr(a)}) (7)

Proposal Propagation : When an agent a receives an Propose(c) message,
it compares c’s id to its own id. If c’s id is greater than a’s, a simply forwards
the message to its neighbour, and if c’s id is smaller than a’s, a forwards its own
id to its neighbour:

∀a, b, c : Agent.□(recv(a, Propose(c), b) →
(c > a→ send(a, Propose(c), {nhbr(a)}))∧
(a > c→ send(a, Propose(a), {nhbr(a)})))

(8)

Leader Determination : If a receives a proposal containing its own id, it
means that a has the highest id. It then sends an Elected(a) message around
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the ring to announce its election as leader.

∀a, b : Agent.□(recv(a, Propose(a), b) → send(a, Elected(a), {nhbr(a)}))
(9)

Leader Propagation : When an agent a receives an Elected(b) message, it
knows that b is the leader, and forwards the message to its neighbour (unless a
is b):

∀a, b, c : Agent.
□(recv(a, Elected(b), c) → b > a→ send(a, Elected(b), {nhbr(a)}))

(10)

The algorithm ends when the leader received an Elected message with its
own id.

Liveness (election terminates) is proved by induction on time using the fol-
lowing invariant, which states that at time x, if a has not yet received a message
informing it that it is the leader (the leader operator), then it must be receiv-
ing the highest id among its x predecessors in the ring (the rcvMaxId operator),
where max(a, x) is the agent with the highest id among the x predecessors of a
in the ring (it returns a when x is 0):

∀a : Agent.⃝ □(x · ¬leader(a) → rcvMaxId(a, max(a, x))) (11)

where
leader(a) :≡∃c : Agent.♦recv(a, Propose(a), c)
rcvMaxId(a, b):≡∃c : Agent.recv(a, Propose(b), c)

This invariant allows concluding that the election phase terminates afterN steps,
where N is the number of agents in the ring, with all agents having received the
highest agent/leader, including the leader itself. Eq. 9 can then be used for the
leader to start the final phase and Eq. 10 guarantees that the Elected message
will go around the ring back to the leader marking the end of the execution of
the algorithm.

We further consider that the agents advance in lockstep, meaning that each
message takes exactly one unit of time to reach its destination:

∀a, b : Agent.∀d : Data.□(send(a, d, {b}) → ⃝ recv(b, d, a)) (12)

Let us now sketch the proof of the above invariant. In the base case where
the time x = 0, max(a, x) = a, which satisfies the invariant, because each agent is
assumed to have received a vote for itself at initialization as captured by Eq. 7.

For the induction step, assume the property holds for time x. Then, at time
x+1, the predecessor of agent a, say b, if not yet the leader, has received max(b, x),
which is the agent with the largest id among the x predecessors of b. When b
receives this information, it compares its own id with max(b, x). If b > max(b, x)
or b < max(b, x), we apply Eq. 8, sending Propose(b) or Propose(max(b, x)) to a,
respectively. In both cases a receives max(a, x+ 1) at time x+ 1 using Eq. 12.
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Fig. 8. Byzantine Consistent Broadcast

A.2 The Byzantine Consistent Broadcast

The Byzantine Consistent Broadcast [38, Sec. 3.10] (BCB) is a fundamental
broadcast primitive designed for the Byzantine fault model, where faulty agents
arbitrarily deviate from their specification, even deliberately trying to prevent
an algorithm from achieving its goals. It requires 3f +1 agents to tolerate up to
f faulty agents.

Every BCB instance has a unique designated sender initiating the broadcast
of a message. BCB guarantees the validity property, even if the sender is faulty,
stating that if a correct agent a broadcasts a message m, then every correct
process eventually delivers m. This property is stated as follows in tptl-dist,
where Bcast(m), Echo(m), Deliver(m) ∈ Data capture the broadcast, echoing,
and delivery of a message m (also a piece of data), respectively:

∀a, b : Agent.∀m : Data.correct(a) → correct(b) →
□(internal(a, Bcast(m)) → ♢internal(b, Deliver(m)))

(13)

Broadcast : An agent initiates a broadcast through an internal broadcast
event of the form internal(a, Bcast(m)). When initiating a broadcast, the agent
sends a broadcast message to all other agents, where N is the collection of agents
in the system:

∀a : Agent.∀m : Data.correct(a) →
□(internal(a, Bcast(m)) → send(a, Bcast(m), N))

(14)

Echo: When an agent receives a broadcast message, it then sends an echo
message to all other agents:

∀a, b : Agent.∀m : Data.correct(a) →
□(recv(a, Bcast(m), b) → send(a, Echo(m), b))

(15)
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Deliver : Agents deliver on receipt of 2f+1 echoes:

∀a : Agent.□(correct(a) →
∃B : Agents.
size(B, 2f + 1)∧
∀b : Agent. b ∈ B →

♢recv(a, Echo(m), b)

 →

♢internal(a, Deliver(m)))

(16)

Reliable Communication : We assume reliable communication, i.e., any
message sent by a correct agent will eventually be received by all other correct
agents:

∀a : Agent.∀d : Data.∀B : Agents.
□(correct(a) → send(a, d,B) →

∀b : Agent. b ∈ B →
correct(b) → ♢recv(b, d, a))

(17)

Fault Threshold : Finally, we assume that there are at least 2f + 1 correct
agents out of 3f + 1, where P below is a predicate on agents:

□((∀b : Agent.correct(b) → P (b)) →
∃B : Agents.size(B, 2f + 1)∧

∀b : Agent.b ∈ B → correct(b) ∧ P (b))

(18)

Fig. 8 shows a BCB execution, in a system with 3f + 1 = 4 agents, with
at most f = 1 Byzantine agent. Agent a broadcasts message m, which is then
echoed by all agents (dashed blue lines for b, dashed and dotted green lines for c,
and dotted orange lines for d). After received 2f + 1 = 3 echoes from b, c, d,
agent b, for example, delivers.

Let us now sketch a proof of the validity property. Assume correct agents a
and b such that a initiates a broadcast of m, i.e., internal(a, Bcast(m)) holds.
We need to prove that b eventually delivers m, i.e., ♢internal(b, Deliver(m)).
By Eq. 14, a also sends Bcast(m) to all agents in N . By Eq. 17, all correct
agents in N receive Bcast(m) and by Eq. 15 they send Echo(m) messages to all
other agents in N , including b. Therefore, by Eq. 17, b will receive Echo(m) from
all correct agents. Finally, by Eq. 16 and Eq. 18, agent b delivers m.

B Full Set of Rules

Propositional Logic tptl-dist’s propositional logic rules are as follows:

Γ,∆ ⊢ a1

Γ,⊥a1 ,∆ ⊢ φa ⊥L
Γ ⊢ φa Γ ⊢ ψa

Γ ⊢ φ ∧ ψa ∧R
Γ, φa, ψa,∆ ⊢ δa1
Γ, φ ∧ ψa,∆ ⊢ δa1

∧L

Γ ⊢ φa

Γ ⊢ φ ∨ ψa ∨R1
Γ ⊢ ψa

Γ ⊢ φ ∨ ψa ∨R2
Γ, φt,∆ ⊢ δa Γ, ψt,∆ ⊢ δa

Γ, φ ∨ ψt,∆ ⊢ δa
∨L
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Γ ⊢ ⊤a ⊤R
Γ, φt ⊢ ψt

Γ ⊢ φ→ ψt
→R

Γ,∆ ⊢ φt Γ, ψt,∆ ⊢ δa

Γ, φ→ ψt,∆ ⊢ δa
→L

tptl-dist also includes the following rules. We often make silent use of the
cut rule to duplicate an hypothesis whenever using a “left” (or elimination) rule
on that hypothesis if we wish to retain it because tptl-dist’s “left” rules discard
the formulas being eliminated.

Γ,∆ ⊢ φa

Γ, ψa1 ,∆ ⊢ φa thin
Γ ⊢ ψa1 Γ, ψa1 ⊢ φa

Γ ⊢ φa cut

Γ, φa ⊢ φa var
Γ ⊢ i ∈ [. . . , i, . . . ]a

∈R

Non-Empty Annotations

Γ ⊢ �
Γ ⊢ t1 ⊑ t2

Γ ⊢ [t1, t2]

Γ ⊢ t1 ⊏ t2
Γ ⊢ [t1, t2)

Γ ⊢ t
Γ ⊢ t1 ⊏ t2
Γ ⊢ (t1, t2]

Γ ⊢ t1 ⊏ t Γ ⊢ t ⊏ t2
Γ ⊢ (t1, t2)

Temporal Logic Rules In the following rules vt is a “fresh” variable:

Γ ⊢ t ◁ t1 Γ ⊢ φt1

Γ ⊢ ⃝φt
⃝R

Γ ⊢ t ⊑ t1 Γ ⊢ ψt1 Γ ⊢ φ[t,t1)

Γ ⊢ φUψt
UR

Γ, t ◁ vt, φ
vt ,∆ ⊢ δa

Γ,⃝φt,∆ ⊢ δa
⃝L

Γ, t ⊑ vt, ψ
vt , φ[t,vt),∆ ⊢ δa

Γ, φUψt,∆ ⊢ δa
UL

Γ ⊢ t1 ◁ t Γ ⊢ φt1

Γ ⊢ Yφt
YR

Γ ⊢ t1 ⊑ t Γ ⊢ ψt1 Γ ⊢ φ[t1,t)

Γ ⊢ φSψt
SR

Γ, vt ◁ t, φ
vt ,∆ ⊢ δa

Γ,Yφt,∆ ⊢ δa
YL

Γ, vt ⊑ t, ψvt , φ(vt,t],∆ ⊢ δa

Γ, φSψt,∆ ⊢ δa
SL

Timed Rules The rules for the comparison and freeze operators are shown below.
We only show some of the comparison rules, as they reflect the axioms in Fig. 2.
Furthermore, tptl-dist’s ()L, [)L, (]L, []L, ()R, [)R, (]R, and []R rules allow
instantiating intervals, some of which are shown below (the others are of the
same form).

Γ, t1 ⊑ t2,∆ ⊢ t1 ⊑ ta2
var⊑

Γ ⊢ φ[vt\t]t

Γ ⊢ vt · φt
·R

Γ ⊢ t1 • t2 ≡ t2 • ta1
•sym

Γ, φ[vt\t]t,∆ ⊢ ψa

Γ, vt · φt,∆ ⊢ ψa
·L

Γ, φt,∆ ⊢ ψa Γ,∆ ⊢ t1 ⊑ t Γ,∆ ⊢ t ⊑ t2

Γ, φ[t1,t2],∆ ⊢ ψa
[]L

Γ, t1 ⊑ vt, vt ⊑ t2 ⊢ ϕvt

Γ ⊢ ϕ[t1,t2]
[]R
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Predicate Logic Rules The predicate rules are as follows, where v′ is a “fresh”
variable and X is a term of type T :

Γ ⊢ φ[v\v′]a

Γ ⊢ ∀v : T.φa ∀R
Γ, φ[v\X]a1 ,∆ ⊢ ψa

Γ,∀v : T.φa1 ,∆ ⊢ ψa ∀L

Γ ⊢ φ[v\X]a

Γ ⊢ ∃v : T.φa ∃R
Γ, φ[v\v′]t,∆ ⊢ ψa

Γ,∃v : T.φt,∆ ⊢ ψa
∃L

Induction The induction rule is as follows, where vt does not occur free in Γ :

Γ, vt · φ[0,vt) ⊢ φvt

Γ ⊢ φvt
ind

Classical Rules

Γ ⊢ φ ∨ ¬φa lem

Derived Rules In all the rules below, vt stands for a “fresh” variable.

Γ ⊢ φt1 Γ ⊢ t ⊑ t1

Γ ⊢ ♢φt
♢R

Γ, φvt , t1 ⊑ vt,∆ ⊢ ψt

Γ,♢φt1 ,∆ ⊢ ψt
♢L

Γ, t ⊑ vt ⊢ φvt

Γ ⊢ □φt
□R

Γ, φt2 ,∆ ⊢ ψt Γ,∆ ⊢ t1 ⊑ t2

Γ,□φt1 ,∆ ⊢ ψt
□L

Γ ⊢ φt1 Γ ⊢ t ⊑ t1 Γ ⊢ t1 ⊑ t0 • t
Γ ⊢ ♢t0φ

t
♢_R

Γ, φvt , t1 ⊑ vt, vt ⊑ t0 • t1,∆ ⊢ ψt

Γ,♢t0φ
t1 ,∆ ⊢ ψt

♢_L

Γ, t ⊑ vt, vt ⊑ t0 • t ⊢ φt

Γ ⊢ □t0φ
t

□_R

Γ, φt2 ,∆ ⊢ ψt Γ,∆ ⊢ t1 ⊑ t2 Γ,∆ ⊢ t2 ⊑ t0 • t1
Γ,□t0φ

t1 ,∆ ⊢ ψt
□_L

Γ ⊢ φt1 Γ ⊢ t1 ⊑ t

Γ ⊢ ♦φt
♦R

Γ, φvt , vt ⊑ t1,∆ ⊢ ψt

Γ,♦φt1 ,∆ ⊢ ψt
♦L

Γ, vt ⊑ t ⊢ φvt

Γ ⊢ ■φt
■R

Γ, φt2 ,∆ ⊢ ψt Γ,∆ ⊢ t2 ⊑ t1

Γ,■φt1 ,∆ ⊢ ψt
■L

Γ ⊢ φt1 Γ ⊢ t1 ⊏ t

Γ ⊢ ◀φt
◀R

Γ, φvt , vt ⊏ t1,∆ ⊢ ψt

Γ,◀φt1 ,∆ ⊢ ψt
◀L
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C Proof of eq. 3

This section presents a fully worked out proof of eq. 3, a sketch of which was
presented in Sec. 3.6.

Let

Γ0 :≡ (Eq. 1)t, (Eq. 2)t

Γ1 :≡ Γ0, t ⊑ vt, send(a, d, [b])
vt , recv(b, d, a)v

′
t , vt ⊑ v′t, v

′
t ⊑ T • vt

Γ2 :≡ Γ1, send(b, d, [c])
v′
t

Γ3 :≡ Γ2, recv(c, d, b)
v′′
t , v′t ⊑ v′′t , v

′′
t ⊑ T • v′t

To prove Γ0 ⊢ Eq. 3t, we start with a few introductions to in particular get
the assumption that send(a, d, [b])vt :

Γ0, t ⊑ vt, send(a, d, [b])
vt ⊢ ♢2T recv(c, d, b)

vt

Γ0, t ⊑ vt ⊢ send(a, d, [b]) → ♢2T recv(c, d, b)
vt →R

Γ0 ⊢ □(send(a, d, [b]) → ♢2T recv(c, d, b))
t □R

Γ0 ⊢ Eq. 3t
∀R(×4)

We now instantiate Eq. 1 to, in particular, get the assumption recv(b, d, a)v
′
t :

Γ1 ⊢ ♢2T recv(c, d, b)
vt

Γ0, t ⊑ vt, send(a, d, [b])
vt , ϕ

v′
t

3 , vt ⊑ v′t, v
′
t ⊑ T • vt ⊢ ♢2T recv(c, d, b)

vt
→L & ∈R

Γ0, t ⊑ vt, send(a, d, [b])
vt , ϕvt

2 ⊢ ♢2T recv(c, d, b)
vt

♢_L

Γ0, t ⊑ vt, send(a, d, [b])
vt , ϕvt

1 ⊢ ♢2T recv(c, d, b)
vt →L & var

Γ0, t ⊑ vt, send(a, d, [b])
vt ⊢ ♢2T recv(c, d, b)

vt
∀L(×4) & □L & var⊑

where
ϕ1 :≡ send(a, d, [b]) → ϕ2
ϕ2 :≡ ♢T (ϕ3)
ϕ3 :≡ b ∈ [b] → recv(b, d, a)

We instantiate Eq. 2 to, in particular, get the assumption send(b, d, [c])v
′
t :

Γ2 ⊢ ♢2T recv(c, d, b)
vt

Γ1, ϕ
v′
t

4 ⊢ ♢2T recv(c, d, b)
vt

→L & var
Γ1 ⊢ t ⊑ v′vtt

⊑trans & var⊑

Γ1 ⊢ ♢2T recv(c, d, b)
vt

∀L(×4) & □L

where
ϕ4 :≡ recv(b, d, a) → send(b, d, [c])

We instantiate Eq. 1 once more, to in particular get the assumption recv(c, d, b)v
′′
t :

Γ3 ⊢ ♢2T recv(c, d, b)
vt

Γ2, ϕ
v′′
t

7 , v′t ⊑ v′′t , v
′′
t ⊑ T • v′t ⊢ ♢2T recv(c, d, b)

vt
→L & ∈R

Γ2, ϕ
v′
t

6 ⊢ ♢2T recv(c, d, b)
vt

♢_L

Γ2, ϕ
v′
t

5 ⊢ ♢2T recv(c, d, b)
vt

→L & var
Γ1 ⊢ t ⊑ v′vtt

⊑trans & var⊑

Γ2 ⊢ ♢2T recv(c, d, b)
vt

∀L(×4) & □L
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where
ϕ5 :≡ send(b, d, [c]) → ϕ6
ϕ6 :≡ ♢T (ϕ7)
ϕ7 :≡ c ∈ [c] → recv(c, d, b)

We finally conclude using in particular the derived rule ♢_R, where Γ3 ⊢
v′′t ⊑ 2T • vvtt is trivial but tedious to prove using among other rules, ⊑trans,
•assoc, and var⊑:

Γ3 ⊢ vt ⊑ v′′vtt

⊑trans & var⊑
Γ3 ⊢ v′′t ⊑ 2T • vvtt

Γ3 ⊢ ♢2T recv(c, d, b)
vt

♢_R
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